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Infiniband

What is it?

switched fabric communications link

point-to-point bidirectional serial links and multicast
operations

similar to PCI-Express, Fibre Channel, SATA

RDMA (Remote Direct Memory Access)

Infiniband Trade Association protocol standard

Open Fabrics Alliance (OFA) develops Open Fabrics
Enterprise Distribution (OFED) software

Primary manufacturers are Mellanox and Qlogic (Intel)



Infiniband vs. Ethernet

Infiniband

Base IB Single Data Rate (SDR) (2.5 Gb/s), 8/10 enc.

DDR 4x → 20 Gb/s (2 GB/s ) 2 µs latency

QDR 4x → 40 Gb/s (4 GB/s ) 1.2 µs latency

FDR 4x → 56 Gb/s (6.7 GB/s) 0.7 µs latency (64/66 enc.)

Ethernet

GigE → 1 Gb/s (125 MB/s ) 50 µs latency

10 GigE → 10 Gb/s (1.25 GB/s ) 12 µs latency

40/100 GigE → 40/100 Gb/s
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Infiniband

http://www.infinibandta.org



Infiniband vs. Ethernet

Infiniband

High bandwidth, Low latency

Multiple protocols

Managed fabric

Non-routable

Guaranteed in order packet delivery

Ethernet

High bandwidth, High latency

TCP/IP Socket based

Routable

Scale issues in flat networks

Fault tolerant



Top 500 Interconnects

November 2011 http://www.top500.org

Network # in 1-500 # in 1-100

IB 209 55

GigE 224 2



Infiniband Topologies

Fat-tree, CBB, CLOS

1:1 or X:1 using core and leaf switches

least amount of switch hops, lowest latency

best cross-section bandwidth



SciNet IB Network

5 Separate IB networks

GPC

864 nodes of 1:1 DDR (6912 cores)
84 (32gig) nodes of 1:1 DDR

TCS 1:4 DDR

ARC 1:1 DDR

P7 1:2 DDR

TCS GPFS on IB



SciNet IB Network
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SciNet IB Network

New IB network

GPC

840 nodes of 1:1 DDR (6720 cores)
3024 nodes of 5:1 QDR (24192 cores)
single queue, qdr & ddr flags

TCS, ARC, P7 1:1 DDR

GPFS traffic IB

Scheduler on IB

Ethernet remains as management network

IB stats

8 core, 179 leaf switches (7752 ports)

4326 HCAs

5805 cables (5 km copper, 45 km fibre)
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SciNet IB Network
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Infiniband Software

Open Fabrics Alliance (OFA)

www.openfabrics.org

Open Fabrics Enterprise Distribution (OFED)

Collective software stack

Communication Protocols

Verbs - (ofa, openib) Infiniband Verbs

DAPL - Direct Access Programming Language

PSM - Performance Scaled Messaging (Qlogic/Intel)

MXM - Mellanox Accelerated Messaging (Mellanox)

IPoIB - TCP/IP over Infiniband

SDP - Socket Direct Protocol

SRP - SCSI RDMA Protocol

etc..



Open Fabric Enterprise Distribution (OFED)

https://www.openfabrics.org



Infiniband Communications

IB

IB sets up a direct channel between remote applications

Queue Pairs (QPs) of Send/Recieve per connection endpoint

QPs map to applications virtual address space

Remote Direct Memory Access (RDMA) message transport
service



IB Verbs, OpenIB, OpenFabricsAlliance (OFA)

Verbs

Standard IB semantics for RDMA message transport

Applications have direct access to QPs (no OS involvement)

OpenMPI

Default for OpenMPI

--mca btl self,sm,openib

ompi info --param btl openib

IntelMPI
-genv I MPI FABRICS ofa:shm



Direct Access Programming Library

DAPL

Intent was to provide a common API for both Infiniband and
iWARP devices

Not very popular

OpenMPI

uDAPL in OpenMPI, not setup at SciNet

IntelMPI

Default for IntelMPI

-genv I MPI FABRICS shm:dapl



Internet Protocol over Infiniband (IPoIB)

IPoIB

Full TCP/IP compliant transport over IB

Applications can use like Ethernet (ib0 vs. eth0)

Significant performance hit verses RDMA

Not recommended for MPI jobs

OpenMPI
--mca btl self,sm,tcp --mca btl tcp if exclude lo,eth0

IntelMPI
-env I MPI TCP NETMASK=ib -env I MPI FABRICS shm:tcp



IB Memory usage at Scale

Message Memory
Issues at scale with AlltoAll, Collectives, etc.

Each connection requires a QP pair (4 KB)

#QP = PPN2 × SRQ× (N − 1)

“XRC” reduces overhead by sharing recieve QP on node
#QP = PPN × 2× (N − 1)

OpenMPI
--mca btl openib receive queues

X,128,256,192,128:X,2048,256,128,32:X,12288,256,128,32

--mca btl openib max send size 12288

IntelMPI
module load intelmpi/4.0.3.008

-genv I MPI FABRICS=shm:ofa -genv I MPI OFA USE XRC=1

-genv I MPI OFA DYNAMIC QPS=1

-genv I MPI OFA NUM RDMA CONNECTIONS=-1



MellanoX Messaging

MXM

New messaging layer for Mellanox ConnectX HCAs

Designed to scale connections by N

Released December 2011, still in development

OpenMPI (beta)

module load use.experimental openmpi/1.5.5-gcc-v4.6.1

--mca pml cm --mca mtl mxm



Information

https://support.scient.utoronto.ca/wiki/
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